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Abstract 
It is commonly believed that words do not have innate meaning. Sound 
symbolism is a controversial feature of many languages that may suggest a 
connection between sound and semantic content. Sound symbolism in 
Japanese is well-documented in certain onomatopoeia-like adjectives, but 
research into other forms is less frequent. This paper explores the current 
state of cognitive and NLP approaches to sound symbolism research in 
general and in Japanese. I present two studies as part of the design for an NLP 
approach to identifying sound symbolism in Japanese. Study 1 establishes the 
hyperparameters and the dataset for using a word embedding model in 
Japanese. Study 2 adapts a word embedding model for identifying potential 
phonesthetic clusters in the first two syllables of Japanese words. Using this 
model, I find two that merit future testing with human raters. In designing the 
model, this paper also explores the challenges posed by the Japanese 
language to this and other NLP applications. 
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1. Introduction 

A traditional core tenet of linguistics is arbitrariness: the assumption that the semantic 

content and the phonetic expression of a word are unrelated (Saussure, 1916; Chomsky, 

1957; Hockett, 1959). Sound symbolism is the idea that there is in fact a direct relationship 

between semantic content and phonetic expression. Using sound symbolism as a contrast 

for arbitrariness has become common enough that recent papers on the topic open with a 

winking acknowledgement of this fact. Nevertheless, research has persistently shown that 

sound symbolism does, at a minimum, have a measurable and manipulable e\ect on 

language users: Sound symbolic features have been shown to add additional information 

in brand and character names that is accessible to target audiences, to enable participants 

completing a vocabulary test to intuit the understanding of unfamiliar words, and to serve 

as a priming factor when assessing whether words shown later with the same features are 

real words or not (Kawahara & Moore, 2021; Brennan et al., 2023; Parault, 2006; Bergen, 

2004). In other words, research has shown that sound symbolism has psychological reality. 

Sound symbolism research has been undertaken in many languages, ranging from 

languages like English with more than 380 million speakers, to critically endangered 

languages such as Nez Perce (Hinton et al., 1994, Chapter 2). Although this paper will pull 

from research on many languages, the primary focus will be on Japanese sound 

symbolism. Japanese has a rich lexicon of reduplicative sound-symbolic words on which 

much and varied research has been undertaken (Hamano, 1998; Iwasaki et al., 2019) 1. 

 
1 Asano Tsuruku’s 1978 Onomatopoeia and Mimetic Words: A dictionary identifies around 1,500, while 
Chang's 1990 Thesaurus of Japanese mimesis and onomatopoeia identifies more than 1800. 
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However, research on other forms of sound symbolism in Japanese such as phonesthemes 

is less readily available. Phonesthemes are patterns of sounds that appear within words, 

and these phonetic sequences are associated with a specific meaning more frequently 

than accounted for by chance. Phonesthemes are not meaningful in isolation, but may add 

non-compositional semantic information to the words in which they appear. Examples 

include gl-, which is observed in many words related to light phenomena, such as gleam, 

glow, or glimmer. 

In this paper, Study 2 applies a methodology originally used in English to automatically 

identify phonesthemes to Japanese. This method relies on automatically grouping words 

semantically and then extracting common phonetic features. My hypothesis is that doing 

so will reveal patterns in Japanese that may be phonesthetic, and that these patterns will 

be evident either in initial character bigrams, or in the initial sound of the word.  

Because of the specific features of Japanese, adapting a method developed with 

English in mind is not trivial. Study 1 discusses and addresses some of the challenges in 

doing so.  

In this paper, I will explore current cognitive and NLP approaches to Japanese sound 

symbolism. I will also illustrate the importance of research into sound symbolism in 

Japanese, and provide a foundation to facilitate that very research. 
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2. Background 

What is Sound Symbolism? 

While it is certainly possible to trace discussion of sound symbolism back to 

Cratylus and Plato, modern discussion of sound symbolism usually relies more on the 

foundations of Sapir (1929) and Firth (1930). Sapir found that when asked to select a word 

to describe large objects, study participants were more likely to use the nonce word mal 

compared to the nonce word mil. Sapir suggested this may be due to the volume inherent 

to certain sounds, or to a subconscious understanding of the fact that the shape of the 

mouth required to produce /æ/ is larger than that required to produce /ɪ/. The association 

of specific sounds with the physical size of a referent is sometimes known as magnitude 

symbolism. Firth coined the word phonestheme, referring to word-initial and word-final 

groups of sounds that have compositional meaning, asserting that words in English 

beginning with sl- have a pejorative association (e.g. slack, sluggard, slovenly).  

More recent research includes Hinton, Nichols and Ohala’s Sound Symbolism 

(1994), which provides a comprehensive typology of sound symbolism as well as examples 

of systematicity of sound symbolism in multiple languages. The inclusion of research from 

every continent is a compelling argument for the existence of sound symbolic features, 

although most researchers would stop short of calling it evidence of a universal. Of 

particular interest is the systematicity of many of the examples detailed in the book. 

This paper relies heavily on Hinton’s typology. The term sound symbolism will be 

used to refer to the general concept of an apparent non-arbitrary relationship between 
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lexemes, morphemes or phonemes and some semantic component. Phonestheme will be 

reserved for sub-morphemic clusters of sounds – especially word-initial consonants such 

as gl- in light phenomena. Finally, ideophone will be used for mimetic lexemes, especially 

the reduplicative form found in Japanese (e.g. fuwa-fuwa2 for lightness, flu\iness). Some 

researchers di\erentiate between iconic and conventionalized sound symbolic features. 

Iconic features are those that can be shown to be inspired by articulatory characteristics, 

acoustic characteristics, or both. One of the most common examples of an iconic sound 

symbolic relationship is the above-mentioned /ɪ/–/æ/ magnitude symbolism, which is 

suggested to be motivated by the shape of the mouth, where /æ/ suggests a large sound 

source and therefore naturally has an association with largeness (Ohala, 1994, Chapter 

22). Conventionalized sound symbolism are instances where there is no identifiable link 

between the production of the sound and the semantic association. Most if not all 

phonesthemes are assumed to be conventionalized rather than iconic3. Regardless of the 

relationship between the phonetic component and the semantic component, many 

researchers have demonstrated that sound symbolism has an identifiable psychological 

e\ect on speakers. In iconic instances, this might be seen as a speaker’s cognitive process 

influencing production (e.g. an impression of largeness promoting a corresponding mouth 

shape resulting in a specific vowel) that, in turn, has an e\ect on a speaker. 

 
2 This paper uses Hepburn romanization unless otherwise noted, e.g. when quoting other sources. This 
romanization system was chosen, besides being the most common system currently in use, due to its 
transparency to English speakers. For example, the romanization of kana し as shi, which more closely 
matches its pronunciation [ɕi] for readers familiar with English orthography than si preferred in other 
romanization systems. 
3 Bolinger (1950), for instance, suggests this when he illustrates the lack of a stable relationship between a 
sound and its meaning (i.e. the cluster gl- in glow and gleam can be assumed to be the same phonestheme, 
but it is not the same as the cluster in glass). 
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Conventionalized instances can be seen as an utterance that contains a specific 

non-iconic sound having a cognitive e\ect on the speaker that eventually gains an 

association which is then reproduced in additional, nominally unrelated words (Hinton et 

al., 1994). This is visualized schematically in Figure 1. 

The Psychological Reality of Sound Symbolism 

Research into Sound Symbolism in English 

Sound symbolism has also been identified in vowels associated with specific 

properties of words. In an analysis of verbs and nouns in the Brown corpus, Sereno (Hinton, 

1994, Chapter 18) found that nouns were statistically more likely to contain back vowels, 

while verbs were more likely to have front vowels. To test the significance of this finding 

with English speakers empirically, Sereno conducted an experiment in which participants 

were asked to identify words they were shown on a computer screen as a noun or a verb. 

Response time was recorded, and the mean latencies for each word calculated. The 

results indicated that nouns that contained back vowels and verbs that contained front 

vowels were categorized by participants faster than the reverse, demonstrating that the 

association was not merely statistically significant, but cognitively significant as well. 

Figure 1. A schematic representation of iconic vs conventionalized sound symbolism, building on Hinton’s (1994) 
explanation 
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Bergen (2004) applies a similar approach to phonesthemes. In the experiments, 

participants are flashed a pair of words sequentially and asked to identify whether the 

second word was a real English word or not. Five conditions were used in the experiment: 

(i) the words share a phonestheme (e.g. glitter and glow), (ii) the words share an onset (e.g. 

druid and drip), (iii) the words share semantic content (e.g. cord and rope), (iv) the words 

share an onset and semantic content, but not a statistically significant phonestheme (e.g. 

crony and crook), and (v) words that are unrelated (e.g. frill and barn). Bergen finds that the 

phonestheme condition (i) resulted in the quickest response rate and concludes that 

phonesthemes therefore have a detectable priming e\ect. Although no suggestion is made 

that this means phonesthemes are naturally occurring or innate (rather than deriving from 

cultural or social associations), Bergen’s findings are evidence that there is a specific 

psychological e\ect associated with the clusters used in the experiment. Identifying and 

testing additional phonesthemes would potentially provide even stronger information 

about the way humans think about, understand and learn language. 

Parualt (2006), an educational psychology researcher, conducted a series of 

experiments with a di\erent approach to phonesthemes that explored the benefit of 

phonesthetic content to word learning. In the study, participants were asked to complete 

three tasks related to word recognition: (i) rating their recognition of groups of obsolete 

sound-symbolic and non-sound-symbolic English words, (ii) providing written definitions 

for each word, and (ii) matching words with definitions from multiple options. The intention 

was to demonstrate whether sound symbolic content was informative to word learners 

about the meaning of the word. The experiments in the study found that participants were 
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more likely to display partial or full knowledge of the meaning of a word when asked to 

generate definitions for the obsolete words that had sound-symbolic content than when 

completing the same task for obsolete words that did not. Participants were also more 

likely to select the correct definition for words with sound-symbolic content than for those 

without.  

Beyond identifying the psychological reality of sound symbolism, empirical research 

has also been undertaken exploring the productivity of sound symbolism. Researchers 

have for instance demonstrated that the names of Pokémon in the popular Nintendo–

Game Freak franchise take advantage of sound symbolism (Shih et al., 2018)4. By applying 

statistical methodologies, the team of researchers led by Shih (2018) show that the English 

names of heavier Pokémon (per in-game descriptions) were more likely to have names with 

a higher number of segments, and more likely to include voiced obstruents, and low vowels 

(correlating with the open-close vowel magnitude symbolism identified by other 

researchers (Sapir, 1929; Ohala, 1994, Chapter 22)). Kawahara and Moore (2021) built on 

these findings by creating nonce names, coupled with nonce Pokémon illustrations. In a 

series of experiments, participants were presented with pairs of pre-evolution and post-

evolution nonce Pokémon5, a pair of nonce names, and asked to choose which name 

suited the post-evolution Pokémon best. In each experiment the conditions were crafted to 

test the findings by Shih and colleagues (2018). Although the level of correlation varied for 

 
4 Examining Pokémon names has in fact been a relatively rich vein for sound symbolism research, such that it 
has even been referred to as a field of its own, coined as Pokémonstatics by Shigeto Kawahara. 
5 In the Pokémon franchise, Pokémon change form after gaining a certain amount of experience. The form 
change is usually correlated with a size and power increase. This change is referred to as evolution. DiWerent 
forms in an evolution line have diWerent, though usually related names: e.g. Pikachu evolves into Raichu. 
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the di\erent conditions, the results generally verified the previous findings. This conclusion 

shows that sound symbolism can be productive and indicates the value of identifying 

sound symbolic features to later research and to naming applications. 

Similar research on the sound symbolic content of Japanese Pokémon names has 

also been undertaken and found similar patterns (Shih et al., 2018; Kawahara et al., 2019) 6. 

Research into Sound Symbolism in Japanese 

Much research into sound symbolism in Japanese is focused on the language’s large 

number of reduplicative ideophones. The large number of Japanese ideophones has been 

theorized to be due to Japanese having a relatively small lexicon of verbs that are 

semantically under-di\erentiated when compared to other languages (Hamano, 1998). In 

Japanese, rather than describing similar actions with separate verbs, adverbs are used in 

predicative constructions to provide additional semantic information to a single verb. When 

used with the auxiliary verb suru (“to do”), they form an attributive.  

 
(I) Tarō ha aruku   
 Tarō TOPIC walk   
 Tarō walks 
  
(II) Tarō ha furafura to aruku 
 Tarō TOPIC unsteady ADVERB walk 
 Tarō staggers 
  
 
 

 
 

 
 

 
 

 
 

 
 

 
6 Shih et al. find that the phonological properties generally correlate across Japanese and English. The 
exception is name length, which correlates more strongly in Japanese for weight across Pokémon evolution 
stages. In English, this correlation is present for names of Pokémon in earlier evolution stages, but absent in 
later Pokémon evolution stages. 
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(III) Tarō ha furafura to suru 
 Tarō TOPIC unsteady ADVERB do 
 Taro is indecisive 

 
Hamano’s monograph (1998) is one of the most extensive explorations of Japanese 

sound symbolism written in English. Her work demonstrates the systematicity of 

ideophones in a range of diverse registers by examining a Japanese corpus encompassing 

everything from casual conversation and personal letters to literary sources and 

cookbooks. In addition to detailing the morphological and phonological constraints of 

Japanese ideophones, Hamano also suggests that sound symbolism should not be a 

peripheral consideration in Japanese. Summarizing the text in its entirety is not practical in 

this paper, but some specific findings follow. Hamano shows that the position of a 

consonant in the C1VC2V format correlates with meaning categories when describing a 

moving object, where the C1 position is associated with the tactile nature of the object and 

C2 is associated with the type of movement.  /p/ for example symbolizes a breakable, taut 

surface in C1 position, but explosive movement in the C2 position. Hamano assigns specific 

meanings to a large number of phonemes: besides p with taut surfaces, she also 

associates C1-position t and d with lax surfaces, and C1-position g and k with hard surfaces. 

For vowels, her findings correlate once again with the open-close vowel magnitude 

symbolism identified in English. 

This systematicity makes it surprising that ideophones are not routinely taught to L2 

or even L1 learners of Japanese in a structured or exhaustive way. Even advanced L2 

Japanese speakers have di\iculty acquiring and using ideophones (Iwasaki et al., 2019). 

Despite this, researchers focused on Japanese pedagogy have found that Japanese 
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reduplicative phonesthemes may sometimes be intuitive to non-Japanese speakers: 

Iwasaki, Vinson, and Vigliocco (2007) asked native speakers of Japanese and participants 

with no prior Japanese learning experience to rate how well Japanese ideophones related 

to walking and laughing matched with depictions of these actions for a variety of 

dimensions7. For many of these dimensions, they found that the associations between the 

word and the depictions correlated for the Japanese-speaking and non-Japanese-speaking 

participants. In this study, the laughing ideophones represent an iconic sound-meaning 

relationship in that there is a direct (although not strictly onomatopoeic) relationship 

between the ideophone and the sound it refers to, while the walking ideophones represent 

a conventionalized sound-meaning relationship as there is no direct relationship between 

the ideophone and the manner of walking they represent8.  

The research into sound symbolism in Japanese illustrates that it is a systematic 

and even productive feature of the language, and worthy of continued study. Researchers 

have also shown that phonesthemes and sound symbolism in general have many 

applications.  

Utility of Sound Symbolism 

Shih (2018) and Kawahara’s (2019; 2021) work in this field has demonstrated that 

sound symbolic features are productive, and are in fact already used e\ectively in naming 

Pokémon in a way that they demonstrated provides accessible semantic information to 

both English and Japanese speakers. Brennan, Ilicic and Danziger (2023) showed that 

 
7  For instance graceful/vulgar for laughter, steadiness/unsteadiness for walking. 
8 Iwasaki refers to these relationships as iconic and symbolic, and as giseigo (words mimicking voices) and 
gitaigo (words mimicking manners/states) respectively. 
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phonesthemes can be used in brand names to positive e\ect. By comparing responses 

from participants asked to pick between brand names that contained a phonestheme that 

matched purposes or attributes of a product, brand names that contained a phonestheme 

that did not match the purposes or attributes of a product, and brand names without 

phonesthemes, they found that consumers displayed a preference for brand names with a 

matching phonestheme. For instance, participants were more likely to select 

marshmallows with the brand name Squegz, which contains the phonestheme squ-, 

associated with softness and compression. They attribute this to phonesthemes speeding 

or easing the processing of a brand name. 

Parault (2006) demonstrated that participants shown unfamiliar obsolete English 

words were more likely to display partial or full knowledge of the meaning of words that 

contain a phonestheme compared to words that do not. Coupled with Iwasaki and 

colleagues’ (2007) findings that the meaning of Japanese ideophones is accessible to non-

Japanese speakers, it is a reasonable hypothesis for future research that including 

phonesthemes in Japanese vocabulary learning tasks may facilitate understanding and 

therefore retention of unfamiliar words.  

Finally, research has recently shown that sound symbolism may be useful in training 

machine learning models. Fernandes (2024) trained three models based on Naïve Bayes, 

Random Forest, and Recurrent Neural Network classifiers on Japanese and Korean 

ideophones. Fernandes demonstrates that all models were able to predict semantic 

content e\ectively, with random forest algorithms demonstrating the best performance. 

Adapting this method to include Japanese phonesthetic content may allow similar 
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classifiers to predict the semantic content of a wider range of word-types beyond 

ideophones. 

NLP Approaches 

Much work on sound symbolism tests a known or hypothesized example of sound 

symbolism. Given that phonesthemes often go unrecognized, some researchers have 

proposed seeking out patterns that may be explained by sound symbolism first, before 

testing them (Liu et al., 2018). Indeed, the cognitive research above illustrates that 

speakers of a language generally lack a metawareness of phonesthemes like that many 

speakers have for other components of words. Natural language processing models that 

work with large linguistic datasets to identify patterns that otherwise go unnoticed are 

extremely valuable for features of language like this. 

Liu, Levow and Smith’s 2018 study utilized a word embedding model to 

automatically detect phonesthemes in English. Such models build on the distributional 

hypothesis that similar words will occur in similar contexts by representing the meaning of 

a word (a word embedding) as a number corresponding to its location in a multi-

dimensional space (a vector)9. Words that have similar vectors are therefore assumed to be 

similar semantically. Liu and colleagues used a GloVe10 word embedding model trained on 

the Gigaword common crawl corpus. The model was then cleaned according to relevant 

 
9 In the specific implementation used in this study, the number of dimensions is specified as a 
hyperparameter. These dimensions define the space in which vectors are identified. The meanings of specific 
dimensions are opaque and are instantiated by the algorithm as it processes the dataset. 
10 A word embedding model developed at Stanford. Its name is short for “Global Vectors” (Pennington et al., 
2014). 
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findings about phonesthemes. This included removing extremely common words and 

extremely uncommon words in accordance with Hutchins (1998) findings that these are 

unlikely to contain phonesthemes. Also removed were any non-English words, and any 

word that shared a lemma with any of the words that had been removed. The remaining 

vectors were then phonemicized. Phonemicization is required in English to account for 

instances where the orthography of English conflicts with the phonetic realization of a word 

– ensuring that whine and wine are both processed as beginning with the same sound /wa-

/, for instance.  From the phonemicized words, statistically significant word-initial 

sequences were extracted. Their model reproduces phonesthemes known in the literature, 

but also identified two that were either unknown or under-documented: /wi-/ and /br-/. The 

authors use their own intuition to assign meaning to these phonesthemes, with /wi/ 

corresponding to fragility (wimpy, weak, wince) and /br-/ communicating raw, “uncultured” 

force (brags, brutish, brusque). To verify their definitions and the model-selected 

phonesthemes, they asked English-speaking participants to rate how well words fit their 

meaning and found that model-predicted phonesthemes were rated higher than other 

phonestheme candidates, confirming that they have psychological reality to these native 

speakers. 

Recent studies have also begun to take advantage of new technology such as 

transformers. Transformers are deep-learning architectures that, among other things, rely 

on word embeddings to represent words. Unlike older implementations of word 

embeddings, the design of transformers enables dynamic, context-independent 

representations within a given corpus. Transformers are used widely in large-language 
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models and are considered more advanced than the earlier word embedding models 

(Kokam et al., 2022).  

A recent study into sound symbolism by a team of researchers from Nagoya 

University and the University of Human Environments utilized the BERT (Bidirectional 

Encoder Representations from Transformers) language model to achieve something like Liu 

and colleagues’ GloVe approach (Yoshida et al., 2023). They assert that phonesthemes like 

the word-initial strings of consonants common in English literature on phonesthemes are 

not possible in Japanese due to the phonotactic restrictions of its mora system11. Instead, 

they identify structures they refer to as phonesthetic clusters occurring within Japanese 

readings of individual kanji words. They also develop a model that automatically applies a 

semantic label to the discovered phonesthetic clusters based on WordNet and by 

calculating an a\inity score for words featuring the given cluster. WordNet is a lexical 

database that groups words linked by semantic and lexical relationships as an attempt to 

model the interconnected structure of language (Miller, 1995). Words in the WordNet 

database are organized into hierarchies of hypernyms (where for instance the hypernyms of 

oak might be tree, and the hypernym of tree might be plant and so on). Yoshida and 

colleagues (2023) assign words an a\inity score by identifying the number of intervening 

hypernyms in the WordNet hierarchy between a word containing a phonestheme (e.g. 閣 

[kan; “palace”] containing consonant k, which is identified as associated with control in 

Japanese) and the hypernym assigned to its phonesthetic content (in this case “control” for 

 
11 The phonotactics of Japanese permit a limited set of syllable structures, most frequently V or CV, with bare 
C only occurring in syllable-final nasal /n/ and in germinate clusters. 
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the consonant k). Though the paper does not make definitive statements about the 

meanings of specific phonesthemes in Japanese, they do conclude that the first and 

second consonants of Sino-Japanese readings can function as phonesthemes in Japanese. 

As we have seen, sound symbolism is robustly attested and researched in Japanese 

ideophones. Individual consonant and vowel associations are identified in Japanese and 

research is ongoing. However, research into word-initial sounds that may function similarly 

to consonant-string phonesthemes like those in English and other languages is less 

common, and some researchers even suggest that they may not exist in Japanese in the 

form that they do in other languages. Given the richness of research into these forms 

phonesthemes, this paper addresses why phonesthemes are otherwise unreported in 

Japanese. 

Yoshida (2023) asserted that the phonotactics of Japanese preclude consonant-

string phonesthemes. It is certainly true that the orthography and phonotactics of Japanese 

requires vowels between consonants except in a handful of environments therefore 

apparently precluding consonant strings. However, Japanese words are not necessarily 

pronounced rigidly according to this CV structure12. Vowel devoicing is in fact considered 

part of a prestige Tokyo variety of Japanese (Imai-Brandle et al., 2024). The same applies to 

loanwords. Words borrowed into Japanese that do have consonant strings are adapted to 

the orthographic constraints of kana, but are also not necessarily pronounced according to 

this structure (Fujimoto, 2015). If vowel devoicing allows for the pronunciation of sounds 

 
12 The Japanese for deer, shika, composed of mora shi and ka is commonly pronounced with [ɕi̥ka̠], with a 
devoiced /i/ (Fujimoto, 2015) 
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that would be represented as consonant strings in other orthographies, my hypothesis is 

that it may be possible to begin to identify phonesthetic groups of morae that function 

similarly to consonant strings known in other languages. This will be achieved using a 

variation of Liu's model. It is possible that the high number of homophones is a blocker for 

the creation of phonesthemes in Japanese and the model will fail to find phonesthetic 

sequences (Hutchins, 1999). To test this hypothesis, I examine words that are closely 

semantically related to identify any initial strings that are present with a statistically 

significant frequency using a similar approach to Liu and colleagues (2018). 

To approach this problem, I will first investigate the conditions required for building 

a corpus for training a word embedding model. This will be Study 1. Using the basic 

conditions established in Study 1, Study 2 will build a word embedding model specifically 

for extracting clusters of word-initial sounds that are candidate phonesthemes. 

3. A Japanese Word Embedding Model 

Study 1 

In adapting Liu’s model to Japanese, it is necessary to first consider the features of 

Japanese. Japanese uses three character-sets: hiragana ひらがな, katakana カタカナ 

(collectively referred to as kana) and kanji (漢字). Broadly speaking, kanji are used for 

lexemes including nouns, adjectives and verbs. Although there is some systematicity, the 

relationship between the symbol and the pronunciation is not intuitive. Hiragana is used for 

conjunctions, deictics, particles (to mark cases) and for morphological content such as 

conjugation of verbs. The pronunciation of kanji is usually transcribed in hiragana. Hiragana 
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is also sometimes used instead of kanji for very frequently occurring words. Katakana is 

used for loanwords, neologisms and sounds. There are also exceptions to these 

generalizations: hiragana is sometimes used for loanwords, as is occasionally the case 

with たばこ (tabaco) for tobacco; katakana is sometimes used for native words, as is the 

case with many animal names.  

As Study 2 will consider the phonetic content of closely related words grouped by 

word embedding, it will be necessary to transliterate kanji into hiragana. Japanese has a 

lower phoneme inventory than English (29 phonemes, including 9 allophones only 

di\erentiated in limited contexts (Vance, 2008)). Accordingly, it also has a higher number of 

homonyms: 橋, 箸 and 端 are all transcribed identically as はし (hashi) in hiragana, but 

mean "bridge", "chopsticks", and "end" respectively. I hypothesize that a corpus containing 

only hiragana will result in a dramatic increase of homonyms that appear in radically 

di\erent sentences, and will likely have a significant impact on attempts to identify words 

that occur with similar embeddings. 

This study will identify at what stage in the model transliteration should take place. If 

a hiragana-only corpus produces word embedding vectors comparable to a corpus with 

kanji left intact, it will be feasible to carry out transliteration at the corpus creation stage. If 

a hiragana-only corpus produces poorer word embedding vectors than a corpus with kanji 

left intact or introduces other issues, transliteration must take place after the word 

embedding model is built. 
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Data 

For the purposes of a word embedding model, a large corpus is required13. I built a 

corpus using an archive of all articles in Japanese Wikipedia as of August 8, 2022, 

comprising approximately 1.3 million articles (inarikami, 2022).  

After extracting the body of each article from the archive, each article is split into 

sentences. Wikilinks, which are rendered as the link text followed by the title of the linked 

page, are replaced with the link text only. 

Japanese does not use word spacing. This presents an issue for NLP applications 

that, like word2vec, rely on tokenization of individual words. To address the issue of word 

segmentation in Japanese, I use the janome text segmentation library (Uchida, 2015). 

janome uses a dictionary look-up approach to tokenize Japanese content14. 

The processing of the corpus was computationally expensive and time consuming, 

so this step was parallelized, reducing processing time from an estimated 14 hours to just 1 

hour per corpus. The corpus was written to an output corpus file on disk in a format that 

can be used to directly train word embedding model.  

The resulting corpus consisted of roughly 64.6 million sentences and 1.2 billion 

words. 

 
13 When initially testing word embedding models, I used a small corpus of around one million words, 
consisting of texts available from the Gutenberg project. I found that embeddings trained on small corpora 
tended to capture syntactic content rather than semantic content, for example creating clusters containing 
mostly nouns with no obvious semantic relationship. 
14 Tokens processed by janome are matched against a precompiled dictionary that contains information 
about the linguistic properties of words in Japanese. For many tokens, there will be multiple options for 
segmentation included in the precompiled dictionary. To select the most likely option, janome relies on the 
Viterbi algorithm. The Viterbi algorithm is a technique that examines the sequence of words and predicts the 
most likely outcome of the current state. 
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Methodology 

To compare the word embedding outputs of a model trained on a corpus with kanji 

left intact and a model trained on a corpus where kanji had been transliterated into 

hiragana, I created a second version of my corpus with the Pykakasi library (Miura, 2011) 

applied to transliterate kanji to hiragana. Pykakasi also primarily relies on a dictionary look-

up approach. Katakana was left unchanged at this stage. 

The accuracy of transliteration of kanji to hiragana is an issue that must be 

addressed in the design. Kanji usually have more than one reading that is dependent on 

context, semantics, and convention. 日本 (nihon; "Japan") for instance uses the Chinese-

derived readings (onyomi) of its component kanji, 日 (hi, bi or ka; "day" or "sun") and 本 

(moto; "origin", "present", "main") which in turn also have Japanese readings which are 

used in di\erent contexts. Even to a human, this system is not always predictable or 

intuitive. Accordingly, it was necessary to test Pykakasi's accuracy. To do so, I randomly 

selected a ca. 1000-word extract from a randomly selected Japanese Wikipedia article to 

be included in the corpus and transliterated it into kana manually. I then compared this text 

with the version produced by Pykakasi using the difflib Python module, namely the 

SequenceMatcher() function with a call to the ratio() method to return the similarity 

of the two texts as a float between 0 and 1. A score of 1 would represent two texts that are 

completely identical. The resulting score was a similarity of around 95%15.  

A few issues were obvious: 

 
15 Actual score 0.946164199192463. 
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• Pykakasi exclusively transliterated 日本 (“Japan”) as nihon. This is the common 

name for Japan and is generally correct, however traditional and historical uses of 

日本 are by convention transliterated as nippon. The human transliterator identified 

multiple instances in the excerpt where nippon would be the most likely 

transliteration rather than nihon 

• Japanese features an honorific prefix that are used before nouns to indicate respect. 

While this prefix is frequently written in kana, the kanji 御 is often used in more 

formal contexts. This kanji is generally transcribed as o- before words of Japanese 

origin, and go- before words of Chinese origin, though there are exceptions. 

Pykakasi exclusively transliterated 御 as o-, where the human transliterator correctly 

matched the origin of the following word 

• The kanji 後 has a general meaning of “after”, however its meaning is dependent on 

context and, in fact, on its reading.  When transcribed as ato, it means behind, rear, 

after, or remainder. When transcribed as nochi, it is more commonly understood as 

later or afterwards. When used as a su\ix (as in 戦後, meaning postwar, where 戦 is 

the kanji for war), the Chinese reading -go is used. To further complicate matters ato 

is used in more casual contexts than nochi. Pykakasi transliterated this exclusively 

as ato throughout, where the human translator used contextually correct readings 

• Pykakasi transliterated 年, the kanji for year, using the Japanese reading toshi 

throughout. This reading is generally used when referring specifically to the concept 

of year. In situations where it marks a specific year (e.g. 2024年) the Chinese reading 

-nen is expected 
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To put 95% accuracy in context, this falls below the state-of-the-art in other comparable 

applications. For example, modern part-of-speech tagging achieves more than 97% 

accuracy (Manning, 2011). For the scope of this study, and given that other automated 

options were evident in my research, this level of accuracy must be accepted16. 

When deciding which technique to use to create the model, I considered word2vec and 

GloVe. GloVe looks at co-occurrence counts across an entire corpus (hence “Global 

Vectors”), while word2vec looks at local content. Accordingly, word2vec is assumed to be 

better at capturing semantic relationships. I went with word2vec as I intend to use this 

model in the future to examine semantic value. I then selected the Gensim library 

implementation of word2vec as its documentation is extensive (Řehůřek, 2009), and 

because I found it the easiest to work with. 

With the library and technique selected, I experimented with the available 

parameters. Most of my testing focused on window_size. Starting with 5 based on the 

Gensim documentation, I increased this incrementally up to 100. Smaller windows tended 

to capture syntactic content; larger windows immediately began to capture semantic 

information.  Larger windows increased processing time, but a comparison of the resulting 

vectors suggested that windows larger than 40 were not materially changing the vectors. 

Accordingly, window_size was set to 40. As models with more dimensions capture more 

detail (Řehůřek, 2009), I increased vector_size from 100 to 900. Again, a higher number 

 
16 Some of these errors may however illuminate another issue with creating a corpus that is caused by the 
specific features of Japanese: I suspect that the issues with 年, 御 and 後 may be caused by imprecise 
segmentation by janome. In the case of 年 specifically, since numbers would be removed from a corpus for 
this purpose, there is no straightforward way of indicating to automated transliteration whether the Japanese 
or Chinese reading is expected. Solving this issue is not trivial (and is not within the scope of this paper). 
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of dimensions increased processing time but also produced improved results that 

appeared to be more closely related, so I settled on a vector size of 900 as the maximum I 

was able to reliably test. min_count was set to 2 to ignore hapax legomena. These 

parameters were used for both models. 

Two models were created: one trained on the kanji corpus, and one with the 

hiragana corpus. Once built, each version of the model was saved for subsequent use, 

rather than relying on building a model every time I wanted to work with it.17 

Results and Analysis 

To examine the model, I used the built-in most_similar() function to query a set 

of words that would be informative for how the vectors were clustered. The actual similarity 

of the output terms was judged according to my own intuition.  

It was immediately clear from this output that the models were each effective at 

identifying words with similar semantic environments.  Table 1 shows the results for the 

term 科学 (kagaku; “science”).18   

 
Words returned (kanji model)19 Words returned (hiragana model) 
medical science20 medical science 
engineering biochemistry 
research research 
molecular biology molecular biology 
mathematics engineering 

 
17 I was assisted in the creation of the corpora and word2vec models by Jared Allen, a professional computer 
engineer and my partner. I directed the design of the corpus and wrote the code for implementing the libraries 
for tokenization and transliteration, as well as the testing of the transliteration; all other corpus processing 
was implemented by Jared Allen. 
18 This term was selected as it features a suWix that marks related words. 
19 All words appear in the order they were returned by the model. 
20 All words have been translated by me. In the case of the hiragana words, I used the most likely 
interpretation of the word given the context of the kanji words. In all cases, this coincided with the first entry 
in online Japanese dictionary jisho.org. 
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philosophy academic pursuits 
chemistry mathematics 
biochemistry (kanji compound) science (loanword, katakana) 
academic pursuits physiology 
biochemistry (katakana–kanji compound) technology 
science (loanword, katakana) pharmaceutics 
physiology philosophy 
epidemiology cybernetics 
cybernetics biotechnology 
** technology studies physics and chemistry 
** studies (marker for studies in compounds) ** studies (marker for studies in compounds) 
theology physical science 
astronomy epidemiology 
pharmaceutics geoscience 
agriculture bioinformatics 

Table 1. Words for returned by the most_similar function for 科学 ( kagaku, “science”) from the two word2vec models 
trained 

As a stand-in for the commonness of a given word, I compared the Google Trend 

scores for words that only appeared on one list. Each list had 5 unique words. The hiragana 

list had an average Google Trend score of 36.421, compared with an average of 25 for the 

kanji list, however the standard deviation of the kanji list (13.54) was significantly lower than 

the hiragana list (33.5), and the hiragana list included the rarest word (“bioinformatics”) with 

a score of 6. This suggests that the kanji model produced words that were more closely 

clustered in commonness than the hiragana mode, but in general, the difference between 

the lists is slim. 

Table 2 shows the results when the term 将校 (shōkō; “commissioned officer”) was 

input. In this case, the kanji model slightly outperforms the hiragana model: every term 

returned by the kanji model is an armed forces rank, while the hiragana model includes more 

 
21 All scores are out of 100, with 100 representing peak search popularity of the term. All scores were taken 
from the most recent score. 
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general armed forces terms (“boat length”, “army”) and terms that are not explicitly related 

to the armed forces (“assistant”, “staff member”).  

 
Words returned: kanji model Words returned: hiragana model 
oWicer military personnel 
military personnel oWicer 
non-commissioned oWicer army 
soldier non-commissioned oWicer 
field oWicer military management 
adjutant military police 
military oWicer civilian in military employ 
oWicers and men leading private 
high oWicial staW member 
general military staW 
company oWicer adjutant 
first lieutenant quartermaster 
corporal gatekeeper 
private soldier boat length 
civilian in military employ military law 
leading private assistant 
military management navy 
warrant oWicer military doctor 
naval sailor military oWicer 
second lieutenant national defense 

Table 2. Words for returned by the most_similar function for 将校 (shōkō; “commissioned officer”) from the two 
word2vec models trained 

Perhaps more interesting than the semantic similarity is the fact that the hiragana 

model returned armed forces vocabulary at all. While the kanji term 将校 has only one 

meaning, the hiragana term しょうこう (shōkō) is highly polysemous, and has other 

meanings as diverse as “commerce and industry”, or “symptoms”. We must assume that 

the vector for the hiragana しょうこう (shōkō) includes these homonyms, however as no 

words with meanings suggesting these synonyms are present in the 20 most similar words 

above, the words most closely related to commissioned officer are the most common 

meanings in the corpus. This presents a problem: if the vector is encompassing a wide 
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variety of homonyms, then it is less precise than a vector created using the corpus model. 

In addition, directly querying a homonym with a meaning other than its most common 

meaning becomes impossible. 

Discussion 

For this study, I built a pair of Japanese corpora from an archive of all articles in 

Japanese Wikipedia as of August 8, 2022. In one corpus, the Pykakasi library was applied to 

transliterate kanji to hiragana. Kanji remained untransliterated in the second corpus. Two 

word2vec models were then created trained on the two corpora, and the outputs were 

analyzed by comparing the outputs from a most_similar request. I judged the similarity of 

the words intuitively. To assess whether the output of the models was comparable in terms 

of the commonness of words returned, the Google Trend scores of the words were 

compared. 

I conclude that word2vec is effective at identifying similar words in Japanese corpora. 

Both models returned comparable lists that contained similar words with only minor 

differences in similarity and commonness. However, the results for the hiragana model 

indicate that it collapses homonymous words into a single vector, resulting in multiple 

definitions of polysemous words being less accessible for analysis. This is known behavior 

for word2vec; however the issue is amplified in Japanese, which is likely to have a higher 

number of homonyms resulting from its lower phoneme inventory than English. I therefore 

accept the hypothesis that the increased number of homonyms in a hiragana-only corpus is 

unsuitable for a word2vec model. 
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Accordingly, transliteration must take place after the model has been trained, and 

the corpus with the kanji intact was selected as the training data for Study 2. 

Study 2 

With the dataset selected according to the results of Study 1, Study 2 will apply a 

new word2vec model. Based on Liu and colleagues’ (2018) study, clusters of similar 

vectors will be created and word-initial bigrams will be extracted, with the assumption 

statistical over-representation in a given cluster indicates a link between the semantic 

grouping and the phonetic content of the bigrams. 

Data 

The corpus built from an archive of Wikipedia articles and with kanji left 

untransliterated for Study 1 was used as the training data.  

Methodology 

Unlike Study 1, min_count was set to 1000. This is based on Liu and colleagues’ 

approach, motivated by Hutchins (1998) findings that phonesthemes are unlikely to be 

found in uncommon or very common types. To eliminate very common words, Liu removed 

types that appeared in more than half of the documents in their corpus. In experiments 

with my corpus, I found that the same measure did not result in a satisfactory lexicon of 

types to eliminate (33 types, some of which appeared in more than 97% of articles) from 

the trained vectors. As such, the limit was gradually increased, inspecting the list each 

time until the point at which types that were reported in other literature as being of interest 
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to sound symbolism research appeared22. Ultimately, types that appeared in more than 8% 

of documents were excluded. Katakana types were also removed, with the reasoning that 

they were unlikely to contribute to phonesthetic sequences23. Numbers, stopwords and 

any types with content other than kanji, hiragana or katakana were also excluded. This 

resulted in 484,497 types.  

Once the model was trained, k-means clustering was applied to find groups of 

vectors that were particularly close (and should therefore be semantically closely related). 

This method randomly selects cluster centers (centroids), assigns data points to the 

nearest centroid based on distance, updates the centroids to the mean position of data 

points assigned to them and then repeats 

this process until the centroids stabilize. 

The process of creating the clusters was 

accomplished automatically using the 

kmeans module from the scikit-learn 

library. 10 clusters were created. Because 

the vectors are created with 900 

dimensions as specified above, and it is not 

possible to visually represent this, this 

 
22 In this case, 父, chichi, father. The English term "papa" was part of a study into cross-linguistic parallels in 
familial terms by George Peter Murdock (1959) that was later taken up and discussed in terms of iconic sound 
symbolism by Roman Jakobson (1962). 
23 Although, as stated above, there are exceptions to the rule that katakana is used for loanwords, neologisms 
and sounds, these exceptions are likely to be represented in the corpus and resulting vectors in other forms. 
For instance, animal names are frequently rendered in katakana, but inspection of the corpus showed that 
the animal names tested were universally included in the corpus in their kanji and hiragana versions as well.  

Figure 2. The resulting clusters of vectors, graphed using 
Matplotlib 
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graph was created using principal component analysis. This is a data visualization 

technique that algorithmically identifies the largest variation between data points (in this 

case, the ‘distance’ between the vectors) and transforms the multidimensional coordinates 

into a new coordinate system that can represent this – in this case, a two-dimensional 

coordinate system. This was achieved using the PCA module, also from the scikit-learn 

library. The results are displayed in Fig 2. Accordingly, the X and Y axes in Fig. 2 represent 

coordinates of individual vectors. The overlapping clusters and apparently stranded 

datapoints are the result of collapsing 900 dimensions to two dimensions.  

With the clusters created, the content of each cluster is output as a dictionary, and 

contained an average of 3663 tokens24. 

Per the results of Study 1, Pykakasi was then applied at this point to each item in the 

dictionary to allow analysis of their phonological content. After transliteration to hiragana, 

homographs were removed from the trained vectors. 

Per Yoshida and colleagues’ (2023) findings that the first two consonants are likely 

to contain phonesthetic content, I extracted each unique word-initial hiragana bigram from 

every word in a cluster and counted their frequency.  

In addition to word-initial bigrams, the tokens in the clusters were also tagged 

according to their initial sound. This is based on findings that word-initial sounds in 

Japanese ideophones are correlated with certain phonesthetic groupings (Hamano, 1998). 

This was accomplished by counting the occurrence of each kana group: words that begin 

 
24 Standard deviation 901.05. 
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with か (ka), き (ki), く (ku), け (ke), or こ (ko) were each tagged as “k-line”, words beginning 

さ (sa), し (shi), す (su), せ (se), そ (so) were tagged as “s-line” and so on.25 

These frequencies were then compared to the frequencies of the same bigrams in 

the tokenized corpus on which the model was trained to identify the bigrams that occurred 

with a statistically significant frequency. 

Results and Analysis 

The resulting clusters were examined for semantic grouping. Table 3 contains a 

random sample of terms within each cluster, translated into English, and with an 

associated domain based on my own intuition. 

Word initial character bigrams were extracted from the words in the cluster, as well 

as the character group of the initial character for each word26. Bigrams that occurred fewer 

than 5 times were excluded, once again due to the assumption that infrequency is a 

blocker for phonesthetic content.  I carried out null hypothesis significance testing on the 

resulting bigrams, where the null hypothesis was that the distribution of the bigrams within 

each cluster would not di\er from the distribution of bigrams in the corpus. Bigrams with a 

p-value greater than 0.01 were judged not to reject the null hypothesis, and were therefore 

discarded. The remaining bigrams have p-values below 0.01, meaning there is a 1% or 

lower chance that a given bigram would occur with the same frequency in a random 

 
25 It was found at this stage that there were words in the vectors that started with ん (n), を (wo), which is not 
standard. Words starting with the small forms ょ (-yo), ゅ (-yu) and ゃ (-ya) only used in combined forms such 
as ちゅ (chu) or きゃ (kya) were also found. These are likely due to mis-segmentation in the corpus. There 
were also words found starting with ゐ (wi or i) and ゑ (we or e), which are obsolete in contemporary 
Japanese. All these instances were ignored.   
26 For instance, a word beginning with kana ka, ki, ku, ke, or ko belongs to the k-group, a word beginning with 
kana sa, shi, su, se or so belongs to the s-group and so on. 
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sample of the corpus27. If a bigram occurred in more than one cluster, it was removed from 

consideration as phonesthetic from both clusters. This assumes that a bigram cannot be 

phonesthetic for more than one meaning. Finally, any bigram that was found to be 

associated with a fewer than five kanji (e.g. all words beginning kachi had been 

transliterated from words beginning with 勝, meaning victory) were removed from 

consideration. This measure partially mitigates semantic interference from meanings 

derived from the kanji rather than the sound.  Table 4 shows the remaining bigrams, which 

can be considered candidate phonesthemes.  

Table 5 shows which sounds at the beginning of words occurred with a frequency 

diverging with statistical significance from the frequency of words starting with the same 

word in the corpus. Investigating this data was motivated by Hamano’s findings of 

individual sounds at the beginning reduplicative phonesthemes influencing their meaning. 

In this case, only sounds with the highest z-score (indicating a large deviation from the 

expected count based on the corpus) were considered, as the likelihood of crossover is 

significantly higher when only considering a single sound.  

  

 
27 For the purpose and scope of this study, words with a negative z-score (which would suggest a negative 
correlation) were excluded, however it would be useful to examine these bigrams in the future since they may 
represent content that is repulsive to the given semantic domain. 
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Semantic domain Terms Cluster no. 
Sports sports meet, overall victory, match, participation (in a 

match), rank (esp. martial arts), baseball, seconds, 
championship title, female competitor, completion, victory 

0 

Politics the world, society, counter for people, culture, city, era, 
history, deity, politics, science 

1 

Industry plan, manufacture, winning (a prize), English language, 
United States of America, neighborhood, onset, division (of 
a larger group), discovery, research 

2 

Entertainment (Music) speech, role (character), (writing) song lyrics, volume (of a 
text), musical arrangement, teaching, script, starring (in a 
film, play etc.), director, performance 

3 

Entertainment (Television) TV program, musical theme, recording (audio or visual), 
stock company, work (e.g. a film, book etc.), release (e.g. 
publication), commemoration, song, synthesis, theatre 

4 

Military battle, conflict, unclear, space, condition, forces (e.g. 
troops), continuation, protagonist, adversary, mobilization 

5 

Engineering machine, vehicle, body, technology, surface, type, thing, 
use, both, place (location 

6 

Municipal, addresses Osaka, primary school, department (suWix), number (in a 
series), district of a town, municipal, store (shop), four (4), 
middle school, public building 

7 

Identity, life, women voice, self, woman, man, daughter, name, life (esp. day-to-
day life), wife, marriage, child 

8 

Business, bureaucracy education, business, yen, incident, fiscal year, money, 
issue (problem), locality, side, project (plan) 

9 

Table 3. A random selection of translated words from the clusters generated by K-means clustering, and an associated 
semantic domain. 

Semantic domain of 
cluster 

Statistically significant word-initial bigrams 
(transliterated) 

Cluster no. 

Politics kou 1 
Engineering hei, tan, setsu, sui 6 
Municipal, addresses tou 7 
Business, bureaucracy kaku, kan, sou 9 

Table 4. Transliterated word-initial bigrams that occur in only one cluster with a frequency that is statistically significantly 
higher than in the source corpus. 

Semantic domain of 
cluster 

Word-initial sound Cluster no. 

Sports t 0 
Politics s 1 
Industry n 2 

Business/bureaucracy k 9 
Table 5. Word-initial sounds that may have phonesthetic content, as well as the semantic domain of the cluster in which 
they were found 
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Discussion 

This study used a word2vec model to automatically identify candidate 

phonesthemes based on word embeddings in a Japanese corpus. These candidates take 

the form of word-initial bigrams, assuming that these function similarly to consonant-string 

phonesthemes in languages such as English.  

Word-initial bigrams that are unlikely to be sound symbolic were systematically 

excluded. To be included, the bigrams had to meet the following criteria: 

• Were found in words that occurred more than 1000 times in the corpus 

• Were found in words that occurred in fewer than 8% of articles in the corpus 

• Were not found in homophones 

• Occurred more than 5 times in a cluster 

• Were found in a cluster statistically more frequently than in the corpus 

• Did not occur in more than one cluster considered 

• Were associated with more than five kanji 

This resulted in a list of just nine bigrams in four semantic domains. 

I examined the list of words in which each bigram appeared within a cluster for any 

semantic similarities. To do so, I selected and compared only words that began with 

di\erent kanji. In most cases, a close semantic grouping was not obvious. It was possible 

to identify two bigrams of interest. 

The bigram tou from Cluster 7 (municipal, addresses) appears to have an 

association with height. 
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Word (kanji) Transliteration Meaning 
塔 tou Tower 
峠 touge Highest point on a mountain trail 
東宮 touguu Crown prince 
杜氏 touji Chief brewer at a sake brewery 
棟梁 touryou Central figure, boss 
桃源 tougen Paradise 
灯火 touka (Lamp)light 

Table 6. A list of words featuring the initial sound tou, illustrating a potential semantic relationship. 

The first two words, tower and highest point on a mountain road, relate to physical 

height. The following three terms are related to status or superiority. If we borrow from 

conceptual metaphors known in English, the inclusion of these examples in this group may 

be a result of (HIGHER) STATUS IS UP.  Paradise also has an association with height in 

English, with heaven conceived as up, or above, potentially derived from VIRTUE IS UP 

(Kövecses, 2010). Light is included due to its association with virtue, heaven and divinity in 

the English-speaking, western world. The sound tou may have an association with physical 

and metaphorical height28. Like most phonesthemes (if it is indeed phonesthetic), tou is 

likely a conventionalized phonestheme, and may be derived from 東, “east”, and its 

association with Tokyo symbolizing importance. Certainly, this appears to be true crown 

prince (touguu) which combines the character 東, “east” and 宮, “imperial residence”. 

Alternatively, the association may be motivated by an association with 桃, “peaches”. 

Peaches feature prominently in Japanese folklore in the story of Momotarō, a boy born from 

a giant peach who becomes a hero. Paradise (tougen) is composed of the character 桃, 

“peach” and 源, “origin”. 

 
28 It must be acknowledged that this association is not fully consonant with the semantic domain of 
addresses and municipal features that its cluster appears to relate to. Its inclusion in this cluster may be 
related to physical location, and the over-representation of 東, “east”, in words associated with Tokyo as a 
city name. 
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There are two potential associations for the bigram kan from Cluster 9 (business, 

bureaucracy). 

 
Word (kanji) Transliteration Meaning 
官庁 kanchou government oWice 
管区 kanku jurisdiction 
幹事 kanji executive secretary 
監理 kanri supervision (administration) 
関税 kanzei tariW 

患者 kanja patient 
感染 kansen infection 
看護 kango nursing 
肝炎 kanen hepatitis 

Table 7. A list of words featuring the initial sound kan, illustrating two potential semantic relationships. 

The first grouping of words in Table 7 has an o\icial or bureaucratic association, 

which matches the semantic domain assigned to cluster in which this bigram was found29. 

The second group however has a medical connotation. 

Since it is unlikely that there are multiple phonesthetic meanings of the kan bigram, 

further research would be required to identify which association is salient. It is worth noting 

that the bureaucracy association of kan is very similar to Yoshida and colleagues (2024) 

findings that words beginning with /k/ in Japanese have a high a\inity with the WordNet-

based semantic label of control.  

 
29 The initial kanji in the compounds 官庁 and 管区, 官 and 管 are related in that they share a phonetic 
component. Kanji often include a component that directly indicates phonetic information. These 
components, as in this case, are sometimes kanji characters that are also used independently and carry their 
own meaning. In this instance, the meanings of 官 and 管 diverge quite dramatically: 官 means government in 
isolation, while 管 means tube. The fact that they show up with similar meanings here, however, indicates 
that there may be more semantic interrelation than assessing 官 as solely a phonetic component would 
suggest. More research would be needed to understand other relationships between phonetic components 
and the semantic content of a kanji and whether this is accessible on a synchronic basis to language users. 
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Testing phonesthetic associations would require exposing them to native speakers. 

While not a method of confirming the meaning of these bigrams, using words containing 

them as primers before asking participants to identify whether a second word (that either 

does or does not contain the same potentially phonesthetic bigram) is a real word or not 

would provide useful data about whether its content is a\ecting a participant’s processing 

of the word (after Bergen, 2004). There are multiple ways to test the meaning of these 

bigrams to language users. Liu and colleagues (2018) employed the approach of surveying 

participants about how well a real word containing the candidate bigrams matches its 

definitions versus words that do not contain the bigrams. Preparing nonce words 

containing the bigrams, as previous researchers have done (Sapir, 1929; Kawahara et al, 

2021) and asking participants to generate definitions or match the nonce words with 

definitions (after Parault, 2006) would also be a valuable direction to explore.  

These bigrams do not appear to be sounds that would be rendered as consonant 

strings in other languages. As such, the hypothesis that Japanese has a structure 

representing the kind of phonesthemes based on consonant string clusters known in other 

languages cannot be definitively accepted. However, the bigrams tou and kan also do not 

resemble other forms of sound symbolism in Japanese. In particular, these bigrams are not 

reduplicative, do not seem to be part of a systematic vowel relationship, and do not seem 

to be reliant solely on the initial /t/ or /k/ sounds. More research would need to be 

undertaken to say for certain whether these bigrams represent a systematic sound-

symbolic structure in Japanese. 
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Only clusters 0, 1, 2 and 9 showed unique a\inity with a single word-initial sound. 

Testing word-initial sounds is likely to be more di\icult. Experiments surveying participants 

for the consonance of words and definitions, or asking participants to generate definitions 

for nonce words beginning with these sounds would need to take care to limit interference 

of other factors from within the word. Tanno (2003) asked participants to describe how 

individual morae made them feel: it may be possible to adapt this approach by asking 

participants exposed to individual morae beginning with the candidate sounds to pick 

between semantic domains and identifying trends. This design would however be a\ected 

by the limitations of forced-choice tasks, which research has shown to potentially 

exaggerate, or bias findings made this way: even with the familiar bouba-kiki paradigm, 

testing that presents participants more than a binary choice has been found to result in 

weaker correlation between the target stimuli and the expected associations (Lockwood et 

al., 2015). 

Finally, the e\icacy of word embeddings in this study must be addressed. 

Phonesthemes are generally extremely specific (Table 8).  

 
Phonestheme Examples Associated meaning Citation 
bl- blasé, blithely, blankly Apathy, disinterest Hutchins, 1998 
gl- gleam, glow, glisten Light phenomena Bergen, 2004 
sn- snore, snarl, sniG Nose, mouth interactions Bergen, 2004 
wi- wimpy, wispy, weak Fragility Liu et al., 2018 

Table 8. Examples of the specificity of phonesthemes from other researchers 

The clusters derived from similar vectors generated by word2vec do not seem to 

achieve the same level of specificity. As such word2vec vectors may be insu\icient for this 

task in this case. Although previous research has found this to be a useful model (Liu et al., 

2018), it may be that the specific features of Japanese phonology or morphology make 
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word embeddings a more di\icult task. Specifically, word2vec is not able to deal with 

homophones. This was addressed in part by my experiments with building vectors on a 

corpus that contained kanji, hiragana and katakana versus one that contained only 

hiragana and katakana, however even a model built on a corpus containing kanji will still 

have a large number of homophones in the hiragana content – this may be a\ecting the 

precision of the vectors. 

4. General Discussion 

Japanese corpora 

In creating the corpus used in this study, steps were taken to ensure its quality and 

to account for the specific features of Japanese, but more could certainly be done to 

improve it in the future. My early work with corpora in Japanese included informal testing of 

multiple modules and libraries for segmentation, and the selected library janome was the 

most e\ective. However, it was clear when examining the word2vec model that the 

tokenization of the corpus was imprecise, and fragments of words and orphan kanji were 

numerous. My research suggests that this is not a solved problem, although there are 

promising results from using large pretrained language models for morphological analysis 

in Japanese that may be applied to this problem (Kiyono et al., 2023).  

Liu and colleagues (2018) make great e\orts to ensure that the words they examine 

are exclusively of English origin, removing any non-English words as well as words that 

share lemmas with non-English words. They also remove named entities. Doing the same 

would be ideal in Japanese, however my research for this project was not able to identify 
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reliable ways of doing this. There are a few specific features of Japanese that make this 

di\icult. As discussed when ensuring the accuracy of the transliteration of vectors, kanji 

characters have a Chinese and Japanese reading. Identifying whether a word should use 

the Chinese or Japanese reading is heavily context dependent (for example, compounds 

generally use the Chinese reading) and as such would be seriously a\ected by imprecise 

segmentation. Named entities present an issue as well. Many of my vectors contained 

names of people. Some of these were obvious, however many were not. Japanese names 

are composed of a subset of kanji and frequently have specific readings that are used only 

when a kanji is used as a name, however it is not always immediately obvious absent 

context whether a kanji is a name or a simple noun. As an example, 森, meaning “forest”, 

has the Japanese reading mori, and this reading would be useful to include in a corpus 

examining sound symbolism in Japanese words. However, it is also used as a name, where 

it is read moto. Context may be useful in identifying which meaning is intended, but would 

likely not be infallible. There are libraries that include tagging for word origin such as 

MeCab30, however testing to ascertain its precision would be required (Kudo, 2005). 

Word Embeddings 

Future versions of this study would likely benefit from human raters at multiple 

stages. Clusters generated from a word embedding model could be assigned meanings by 

showing participants a random selection of words from the cluster and asking them to 

generate descriptions of the groups of words.  

 
30 janome also uses a MeCab dictionary for tokenization. 
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This does not however address the issue that the vectors generated by the Gensim 

implementation of the word2vec algorithm did not seem to be capturing specific enough 

information to yield convincing phonestheme candidates. The word2vec algorithm in 

isolation is increasingly regarded as obsolescent or obsolete (Kokam et al., 2022). 

However, similar word embedding algorithms are foundational components of 

transformers such as ELMo (Peters et al, 2018) and BERT (Kenton et al., 2019), which are 

designed to be able to take polysemy and homonymy into account. There are already 

studies that use BERT to examine sound symbolism in Japanese as detailed in this study 

(Yoshida et al., 2023); adapting the model detailed in this paper to use a transformer-based 

model would be a logical next step. 

5. Conclusion 

This paper addressed the issue of sound symbolism in Japanese – namely, it is 

concerned with Japanese phonesthemes. It explored the methods of empirically testing 

the psychological reality of sound symbolism that have been used by other researchers in 

the field both in English and Japanese. Japanese research into this area, and especially into 

phonesthemes, is uncommon. 

To begin to identify phonesthemes in Japanese, or groupings of sounds that have a 

similar e\ect on language users in Japanese, I adapt a model based on word embeddings 

originally used by Liu and colleagues (2018) in English.  

I undertook two studies. The first addresses the conditions for creating a suitable 

Japanese dataset for a word embedding model. I created two corpora created from an 
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archive of Japanese wikipedia. The first retained all kanji, while the second transliterated 

kanji into hiragana. Word embedding vectors were then created using the Gensim library’s 

implementation of the word2vec algorithm. I found that while the vectors produced were 

comparable for word similarity and commonness when using Gensim’s built-in 

most_similar() function, however the model trained on the hiragana corpus made it 

impossible to access homonyms that were di\erentiated by kanji in the other model. The 

kanji corpus was therefore used in Study 2. 

Study 2 trained a new word2vec model using the kanji corpus created for Study 1, 

but with new restrictions that would facilitate identification of phonesthemes. Vectors that 

corresponded to words that were extremely uncommon or extremely common in the 

corpus were removed. After transliteration into hiragana, homophones were also ignored. 

Using k-means clustering, I created 10 clusters of very similar vectors (and therefore very 

closely related words). These clusters were examined manual, and broad semantic 

domains were assigned to each. Word initial bigrams were extracted from the words in 

each cluster. More restrictions were implemented at this stage: bigrams that occurred 

fewer than 5 times in a cluster, or were found with an equivalent frequency to the whole 

corpus were ignored. If a bigram occurred in more than one cluster, it was removed from 

every cluster it appeared in. Finally, a bigram had to be associated with more than five kanji 

to be considered a candidate phonestheme. 

With these conditions, nine bigrams from four semantic domain clusters remained. 

The words in which these bigrams occurred were manually examined for potential 

semantic associations, and two candidate phonesthemes were identified: 
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1. tou, which appears to have an association with physical and metaphorical height 

2. kan, which may have an association either with bureaucracy, or with medical care 

Although these two bigrams are not sounds that would be represented as consonant 

strings in other languages, they do appear to have a semantic connection. The bureaucracy 

association for candidate phonestheme kan may mirror the findings of other researchers 

that words beginning with /k/ are associated with control (Yoshida et al., 2023). 

To determine the associations and their psychological reality, testing with native 

speakers of Japanese would be necessary. 

It is useful at this stage to return to the question of why identifying phonesthemes in 

Japanese is beneficial. The work of many researchers has previously demonstrated the 

utility of sound symbolism: from productive creation of character and brand names to 

language education and large language model training, sound symbolism has many 

applications (Shih et al., 2018; Parault, 2006; Iwasaki et al., 2007, Brennan et al., 2023; 

Fernandes., 2024). Although researchers such as Shih (2018) and Iwasaki (2007) illustrated 

potential applications for sound symbolism in Japanese specifically, empirical evidence of 

the kind of phonesthemes this paper attempts to identify is rare or nonexistent. This study 

represents the work needed for finding this empirical evidence. 

Furthermore, many of the studies detailed above rely on investigating sounds that 

are known to be sound symbolic either anecdotally or from previous research. Intentionally 

or not, studies investigating phonesthemes are evidence that phonesthemes are a 

structure for which language users generally do not have a strong metawareness. 

Automated models like the one detailed in this paper are invaluable for identifying patterns 
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of which we do not otherwise have a conscious awareness, and adapting such models for 

Japanese will be the first necessary step in the process of establishing phonesthemes as a 

productive part of the language.  



 

 43 

SOUND SYMBOLISM IN JAPANESE AND THE DIFFICULTIES OF NLP APPROACHES 

Bibliography 
Aoki, H. (1994). Symbolism in Nez Perce.  In Hinton, L., Nichols, J. & Ohala, J. (Eds.). Sound 
Symbolism. (pp. 325–347) Cambridge University Press. https://doi.org/10.1017/CBO9780511751806 
Asano, T. (Ed.) (1978). Giongo/gitaigo-jiten [Onomatopoeia and Mimetic Words: A dictionary], 
Kadokawa. 
Bergen, B., (2004). The Psychological Reality of Phonaesthemes. Language 80(2) (pp 290–311) 
Bolinger, D. L. (1950). Rime, Assonance, and Morpheme Analysis. WORD, 6(2), 117–136. 
https://doi.org/10.1080/00437956.1950.11659374  
Brennan, S., Ilicic, J., & Danziger, S. (2023). Snyre for your nasal congestion: Using phonesthemes to 
imbue non-word brand names with meaning. Journal of Consumer Psychology 2023;00 (pp. 1–19) 
Chang, A. C. (1990). Thesaurus of Japanese mimesis and onomatopoeia. TAISHUKAN Publishing 
Chomsky, N. (1957), Syntactic Structures, Mouton de Gruyter 
Fernandes, J. J. (2024). Applications of Machine Learning for Modeling Sound Symbolic Systems in 
Japanese and Korean Ideophones (Bachelor's thesis, Harvard University Engineering and Applied 
Sciences.) Harvard Library. https://nrs.harvard.edu/URN-3:HUL.INSTREPOS:37379272 
Firth, J. (1930) Speech. Oxford University Press 
Fujimoto, M. (2015) Vowel Devoicing. In Kubozuno, H. (Ed.), Handbook of Japanese Phonetics and 
Phonology (pp. 167–214). De Gruyter https://doi.org/10.1515/9781614511984 
Hamano, S. (1998). The sound-symbolic system of Japanese. Center for the Study of Language and 
Information 
Hinton, L., Nichols, J. & Ohala, J. (Eds.). (1994). Sound Symbolism. Cambridge University Press. 
https://doi.org/10.1017/CBO9780511751806 
Hockett, C. F. (1959). Animal "languages" and human language. Human Biology, 31, 32–39. 
Hutchins, S. 1998. The psychological reality, variability, and compositionality of English phonesthemes. 
Ph.D. thesis, Emory University. 
Imai-Brandle, T., Preston, D. R. 2024. Tokyo Japanese Vowel Devoicing – Linguistic factors [Poster 
presentation]. NWAV52, Miami 
inarikami (2022), Japanese Wikipedia Dataset. Hugging Face. 
https://huggingface.co/datasets/inarikami/wikipedia-japanese 
Iwasaki, N., Vinson, D. P., Vigliocco, G., (2007). What do English Speakers Know about gera-gera and 
yota-yota?: A Cross-linguistic Investigation of Mimetic Words for Laughing and Walking. Japanese-
Language Education around the Globe. 17: 53–78. 
Iwasaki, N., Yoshida, K. (2019). Iconicity in L2 Japanese speakers’ multi-modal language use. In Akita, 
K., Pardeshi, P. (Eds.) Ideophones, Mimetics and Expressives. John Benjamins Publishing Company 
Jakobson, R. 1962. Why “mama” and “papa”? In Roman Jakobson Selected Writings I, Phonological 
Studies, pp. 538–45. Mouton 
Kawahara, S., & Moore, J. (2021). How to express evolution in English Pokémon names. Linguistics, 
59(3) (pp 577–607) 
Kawahara, S., Kumagai, G. (2019). Expressing evolution in Pokémon names: Experimental explorations. 
Journal of Japanese Linguistics 35(1). 3–38 
Kenton, J. D. M. W. C., & Toutanova, L. K. (2019). Bert: Pre-training of deep bidirectional transformers 
for language understanding. Proceedings of naacL-HLT 1, p. 2. 

https://doi.org/10.1017/CBO9780511751806
https://doi.org/10.1080/00437956.1950.11659374
https://nrs.harvard.edu/URN-3:HUL.INSTREPOS:37379272
https://doi.org/10.1515/9781614511984
https://doi.org/10.1017/CBO9780511751806


 

 44 

SOUND SYMBOLISM IN JAPANESE AND THE DIFFICULTIES OF NLP APPROACHES 

Kiyono, S., Takase, S., Li, S., & Sato, T. (2023). Bridging the Gap between Subword and Character 
Segmentation in Pretrained Language Models. Proceedings of the 14th International Conference on 
Recent Advances in Natural Language Processing pp. 568-577. 
Kokam, S. T., Asghar, S., Naz, S. (2022). Transformer-based deep learning models for the sentiment 
analysis of social media data. Array, July 2022 Vol 14 100157. 
Kövecses, Z, (2010). Metaphor: A Practical Introduction (2nd ed.). Oxford University Press. 
Kudo, T. (2005). MeCab : Yet Another Part-of-Speech and Morphological Analyzer. 
https://taku910.github.io/mecab/ 
Liu, N. F., Levow, G., Smith, N. A. (2018) Discovering Phonesthemes with Sparse Regularization. 
Proceedings of the Second Workshop on Subword/Character Level Models pp 49–54 
https://doi.org/10.18653/v1/W18-1206 
Lockwood, G., & Dingemanse, M. (2015). Iconicity in the lab: A review of behavioral, developmental, 
and neuroimaging research into sound-symbolism. Frontiers in psychology, 6, 1246. 
Manning, C.D. (2011). Part-of-Speech Tagging from 97% to 100%: Is It Time for Some Linguistics?. In: 
Gelbukh, A.F. (eds) Computational Linguistics and Intelligent Text Processing. CICLing 2011. Lecture 
Notes in Computer Science, vol 6608. Springer. https://doi.org/10.1007/978-3-642-19400-9_14  
Miller, G. A. (1995). WordNet: A Lexical Database for English. Communications of the ACM Vol. 38, No. 
11: 39-41. 
Miura, H. (2011). Pykakasi. Github. https://github.com/miurahr/pykakasi 
Murdock, G. P. (1959). Cross-Language Parallels in Parental Kin Terms. In Anthropological Literature, 
Dec 1959 Vol 1 no 9 pp 1–5. Anthropological Linguistic 
Ohala, J. J., (1994) The frequency code underlies the sound-symbolic use of voice pitch. In Hinton, L., 
Nichols, J. & Ohala, J. (Eds.). Sound Symbolism. (pp. 325–347) Cambridge University Press. 
https://doi.org/10.1017/CBO9780511751806 
Parault, S. J. (2006) Sound-symbolism: A Piece in the Puzzle of Word Learning. Journal of 
Psycholinguistic Research 35. (pp 329–351) 
Pennington, J., Socher, R., Manning, C. D. (2014). GloVe: Global Vectors for Word Representation. 
Proceedings of the 2014 Conference on Empirical Methods in Natural Language Processing (EMNLP), 
(pp 1532–1543). Association for Computational Linguistics. 
Peters, M. E., Neumann, M., Iyyer, M., Gardner, M., Clark, C., Lee, K., & Zettlemoyer, L. (2018). Deep 
Contextualized Word Representations. https://arxiv.org/abs/1802.05365  
Řehůřek, R. (2009) Documentation. Gensim: Topic modelling for humans. 
https://radimrehurek.com/gensim/auto_examples/index.html 
Saussure, F. (1916). Course in General Linguistics. London: Duckworth.  
Sapir, E. (1929). A study in phonetic symbolism. Journal of Experimental Psychology, 12(3), 225–239. 
https://doi.org/10.1037/h0070931  
Sereno, J. A. (1994) Phonsyntactics. In Hinton, L., Nichols, J. & Ohala, J. (Eds.). Sound Symbolism. 
Cambridge University Press. (pp. 263–275) https://doi.org/10.1017/CBO9780511751806 
Shih, S. S., Ackerman, J., Hermalin, N., Inkelas, S., Kavitskaya, D. (2018) Pokémonikers: A study of 
sound symbolism and Pokémon names. Proceedings of the Linguistic Society of America 3 (1), 42, (pp 
1–6) 
Tanno, M. (2003) Nihongo onin ni okeru onshōchō no sonzai [The existence of sound symbolism in 
Japanese phonology]. Studies in childhood education (22) 2003.3  (pp 1–10) 

https://taku910.github.io/mecab/
https://doi.org/10.18653/v1/W18-1206
https://doi.org/10.1007/978-3-642-19400-9_14
https://doi.org/10.1017/CBO9780511751806
https://arxiv.org/abs/1802.05365
https://radimrehurek.com/gensim/auto_examples/index.html
https://doi.org/10.1037/h0070931
https://doi.org/10.1017/CBO9780511751806


 

 45 

SOUND SYMBOLISM IN JAPANESE AND THE DIFFICULTIES OF NLP APPROACHES 

Uchida, T. (2015). janome. Github. https://github.com/mocobeta/janome 
Vance, T. J. (2008). The sounds of Japanese. Cambridge University Press 
Yoshida, A., Matsuhira, C., Kato, H., Hirayama, T., Komamizu, T., Ide, I. (2023) Discovering 
Phonesthemic Clusters in Readings of Kanji Characters toward Exploring Phonestheme in Japanese. 
Proceedings of the 37th Pacific Asia Conference on Language, Information and Computation pp 322–
337 https://aclanthology.org/2023.paclic-1.33 
  

https://aclanthology.org/2023.paclic-1.33


 

 46 

SOUND SYMBOLISM IN JAPANESE AND THE DIFFICULTIES OF NLP APPROACHES 

Appendix 
 

Cluster 
no. 

No. of 
tokens in 

corpus 

Bigram Freq. in 
cluster 

Freq. in 
corpus 

z-score p-value 

0 1024 

ぜん 16 477 14.938 0.000 
にゅ 7 138 12.423 0.000 
じっ 5 88 11.164 0.000 
じつ 5 88 11.164 0.000 
れん 12 485 10.845 0.000 
やぶ 5 93 10.835 0.000 
かち 6 139 10.529 0.000 
ほん 11 633 8.359 0.000 
たい 24 2495 8.176 0.000 
しゅ 28 3601 7.418 0.000 
おい 6 260 7.355 0.000 
いっ 5 298 5.508 0.000 
ふく 7 622 4.962 0.000 
にっ 5 364 4.825 0.000 
せい 13 1813 4.692 0.000 
ねん 5 419 4.374 0.000 
ちゅ 10 1327 4.302 0.000 
しん 13 1994 4.288 0.000 
けつ 5 452 4.140 0.000 
けっ 5 452 4.140 0.000 
しっ 5 500 3.838 0.000 
こう 24 5411 3.736 0.000 
てん 8 1243 3.319 0.001 
さい 14 2952 3.117 0.002 
だい 7 1296 2.578 0.010 

1 2292 

つよ 7 39 15.868 0.000 
じっ 9 88 13.305 0.000 
じつ 9 88 13.305 0.000 
つう 8 93 11.399 0.000 
ぶん 26 856 10.918 0.000 
げん 24 759 10.779 0.000 
しん 41 1994 10.299 0.000 
ぶっ 7 97 9.657 0.000 
ぶつ 7 97 9.657 0.000 
だん 13 308 9.566 0.000 
せい 36 1813 9.382 0.000 
ろん 13 329 9.176 0.000 
がく 15 440 8.958 0.000 
けつ 15 452 8.800 0.000 
けっ 15 452 8.800 0.000 
しゆ 50 3601 8.017 0.000 
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しゅ 50 3601 8.017 0.000 
きわ 5 77 7.682 0.000 
べっ 6 108 7.680 0.000 
べつ 6 108 7.680 0.000 
みん 5 81 7.459 0.000 
そん 6 116 7.360 0.000 
いっ 10 298 7.237 0.000 
いつ 10 298 7.237 0.000 
ぜん 13 477 7.155 0.000 
どう 18 842 7.029 0.000 
この 6 129 6.900 0.000 
しそ 5 99 6.623 0.000 
めい 16 750 6.616 0.000 
ない 9 327 5.994 0.000 
さだ 5 117 5.977 0.000 
ふか 8 284 5.744 0.000 
ふう 7 246 5.411 0.000 
ぼっ 7 250 5.351 0.000 
ぼつ 7 250 5.351 0.000 
こく 10 472 5.200 0.000 
てい 16 1014 5.120 0.000 
ちゅ 19 1327 5.085 0.000 
ちょ 27 2231 5.074 0.000 
あた 5 188 4.360 0.000 
こう 47 5411 4.254 0.000 
でん 7 345 4.203 0.000 
ひと 6 279 4.075 0.000 
はっ 7 377 3.908 0.000 
はつ 7 377 3.908 0.000 
たい 25 2495 3.851 0.000 
ひろ 6 325 3.600 0.000 
ねん 7 419 3.566 0.000 
へん 13 1063 3.559 0.000 
かき 7 430 3.483 0.000 
てん 14 1243 3.353 0.001 
そく 5 266 3.336 0.001 
とく 6 361 3.286 0.001 
だい 14 1296 3.182 0.001 
かた 6 395 3.024 0.002 
しつ 7 500 3.015 0.003 
しっ 7 500 3.015 0.003 
おん 6 398 3.002 0.003 
すう 6 404 2.959 0.003 
ほん 8 633 2.894 0.004 
とり 7 558 2.685 0.007 
かい 23 2820 2.652 0.008 
にん 5 355 2.563 0.010 
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2 503 

どう 8 842 7.628 0.000 
せい 10 1813 5.928 0.000 
しゅ 15 3601 5.846 0.000 
のう 5 585 5.640 0.000 
しん 10 1994 5.523 0.000 
なん 5 792 4.611 0.000 
きょ 13 4376 3.986 0.000 
ちゅ 6 1327 3.943 0.000 
かい 8 2820 2.973 0.003 

3 2200 

ひで 10 81 15.884 0.000 
ふじ 21 355 15.276 0.000 
みや 21 379 14.702 0.000 
まさ 13 178 13.563 0.000 
もり 15 242 13.264 0.000 
たに 10 125 12.522 0.000 
てら 11 153 12.366 0.000 
おお 45 1982 12.025 0.000 
ひら 15 323 11.178 0.000 
やま 22 727 10.299 0.000 
いし 21 716 9.851 0.000 
ほり 9 173 9.270 0.000 
いわ 20 727 9.198 0.000 
まつ 20 744 9.050 0.000 
やす 11 266 8.912 0.000 
よし 17 593 8.724 0.000 
すぎ 10 247 8.386 0.000 
かず 10 278 7.779 0.000 
ほそ 5 84 7.479 0.000 
みつ 10 302 7.371 0.000 
しげ 8 204 7.351 0.000 
はや 9 253 7.327 0.000 
たけ 10 319 7.108 0.000 
よね 5 93 7.045 0.000 
すが 5 95 6.957 0.000 
のぶ 5 95 6.957 0.000 
あり 8 230 6.808 0.000 
ふか 9 284 6.792 0.000 
たか 25 1598 6.598 0.000 
とく 10 361 6.533 0.000 
やな 6 152 6.392 0.000 
いそ 7 207 6.252 0.000 
ひろ 9 325 6.196 0.000 
りっ 5 116 6.164 0.000 
りつ 5 116 6.164 0.000 
とし 6 161 6.163 0.000 
あか 11 465 6.120 0.000 
くに 7 215 6.098 0.000 
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みず 10 400 6.075 0.000 
おの 5 119 6.068 0.000 
ふく 13 622 6.059 0.000 
あさ 13 642 5.910 0.000 
かわ 13 660 5.782 0.000 
いち 13 690 5.578 0.000 
すえ 5 136 5.578 0.000 
ささ 6 190 5.532 0.000 
にゅ 5 138 5.526 0.000 
なか 18 1194 5.409 0.000 
しず 5 145 5.351 0.000 
うめ 6 200 5.344 0.000 
いけ 7 262 5.328 0.000 
わか 7 268 5.244 0.000 
なお 5 162 4.973 0.000 
よこ 9 440 4.956 0.000 
くま 5 167 4.872 0.000 
あお 7 306 4.761 0.000 
たき 5 174 4.737 0.000 
まる 6 242 4.677 0.000 
いの 5 178 4.663 0.000 
かね 5 178 4.663 0.000 
みち 5 178 4.663 0.000 
こま 6 243 4.663 0.000 
おか 7 316 4.647 0.000 
すず 5 183 4.574 0.000 
しお 8 407 4.527 0.000 
はな 9 493 4.521 0.000 
まえ 5 187 4.505 0.000 
かつ 15 1100 4.482 0.000 
くろ 10 593 4.456 0.000 
ひさ 6 259 4.449 0.000 
とみ 5 199 4.310 0.000 
くり 5 200 4.295 0.000 
くさ 5 201 4.279 0.000 
ふる 5 205 4.218 0.000 
いっ 6 298 3.996 0.000 
いつ 6 298 3.996 0.000 
つか 5 224 3.950 0.000 
とも 7 400 3.848 0.000 
とよ 6 324 3.735 0.000 
いい 7 420 3.689 0.000 
かな 6 355 3.457 0.001 
せい 18 1813 3.411 0.001 
だい 14 1296 3.350 0.001 
しら 5 278 3.328 0.001 
こく 7 472 3.319 0.001 
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たま 6 377 3.279 0.001 
しろ 5 283 3.278 0.001 
ふな 5 283 3.278 0.001 
にし 18 1874 3.260 0.001 
ちゅ 14 1327 3.253 0.001 
むら 13 1229 3.145 0.002 
あき 7 508 3.092 0.002 
いま 5 306 3.064 0.002 
げん 9 759 2.994 0.003 
しん 18 1994 2.979 0.003 
さく 8 654 2.921 0.003 
てっ 5 325 2.902 0.004 
てつ 5 325 2.902 0.004 
さか 6 447 2.788 0.005 
しま 6 449 2.775 0.006 
すみ 5 347 2.729 0.006 
どう 9 842 2.650 0.008 
なが 7 604 2.572 0.010 

4 2938 

ぐる 5 5 28.541 0.000 
わが 5 28 11.722 0.000 
とく 17 361 10.014 0.000 
がっ 6 57 9.618 0.000 
がつ 6 57 9.618 0.000 
まさ 10 178 8.588 0.000 
りゃ 6 74 8.288 0.000 
まな 5 53 8.253 0.000 
もり 11 242 7.871 0.000 
きら 5 60 7.687 0.000 
なつ 9 177 7.652 0.000 
なっ 9 177 7.652 0.000 
みつ 12 302 7.516 0.000 
みっ 12 302 7.516 0.000 
つな 5 70 7.023 0.000 
やま 19 727 6.955 0.000 
ぜん 14 477 6.534 0.000 
ほっ 8 184 6.519 0.000 
かど 5 84 6.293 0.000 
ぎん 6 118 6.248 0.000 
ほん 16 633 6.211 0.000 
おど 5 87 6.158 0.000 
じつ 5 88 6.115 0.000 
じっ 5 88 6.115 0.000 
うた 9 248 6.114 0.000 
しん 33 1994 6.025 0.000 
ゆき 8 207 6.021 0.000 
あや 6 130 5.871 0.000 
おか 10 316 5.842 0.000 
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はな 13 493 5.793 0.000 
わか 9 268 5.787 0.000 
すず 7 183 5.593 0.000 
しず 6 145 5.462 0.000 
いっ 9 298 5.352 0.000 
いつ 9 298 5.352 0.000 
ふう 8 246 5.330 0.000 
にっ 10 364 5.247 0.000 
うら 8 258 5.146 0.000 
なが 13 604 4.882 0.000 
まい 9 344 4.789 0.000 
ひか 6 176 4.776 0.000 
にほ 5 133 4.670 0.000 
もも 5 133 4.670 0.000 
わた 5 134 4.646 0.000 
はや 7 253 4.414 0.000 
どう 15 842 4.382 0.000 
てつ 8 325 4.296 0.000 
てっ 8 325 4.296 0.000 
ひろ 8 325 4.296 0.000 
ふく 12 622 4.239 0.000 
ちゃ 8 331 4.231 0.000 
ちや 8 331 4.231 0.000 
かな 8 355 3.987 0.000 
にん 8 355 3.987 0.000 
ふじ 8 355 3.987 0.000 
めい 13 750 3.966 0.000 
くま 5 167 3.963 0.000 
よこ 9 440 3.878 0.000 
なな 5 176 3.807 0.000 
ふた 5 182 3.710 0.000 
ほし 5 186 3.647 0.000 
あさ 11 642 3.604 0.000 
ひら 7 323 3.603 0.000 
はく 11 651 3.552 0.000 
おい 6 260 3.524 0.000 
おし 9 493 3.478 0.001 
ふる 5 205 3.370 0.001 
ひと 6 279 3.313 0.001 
あい 13 891 3.271 0.001 
はる 6 287 3.230 0.001 
おお 23 1982 3.174 0.002 
はつ 7 377 3.119 0.002 
はっ 7 377 3.119 0.002 
つき 6 303 3.072 0.002 
あり 5 230 3.053 0.002 
あお 6 306 3.043 0.002 
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げん 11 759 2.984 0.003 
とも 7 400 2.938 0.003 
みず 7 400 2.938 0.003 
しお 7 407 2.886 0.004 
あき 8 508 2.804 0.005 
ひさ 5 259 2.737 0.006 
いけ 5 262 2.707 0.007 
でん 6 345 2.703 0.007 
たか 18 1598 2.674 0.007 
まん 11 839 2.623 0.009 

5 1926 

もど 8 29 23.223 0.000 
ぬす 6 22 19.994 0.000 
たお 8 39 19.925 0.000 
きず 7 52 14.942 0.000 
まも 5 30 14.134 0.000 
にく 8 78 13.811 0.000 
いっ 16 298 13.616 0.000 
いつ 16 298 13.616 0.000 
だっ 7 65 13.263 0.000 
だつ 7 65 13.263 0.000 
うご 6 58 12.016 0.000 
にげ 6 69 10.933 0.000 
つら 5 49 10.888 0.000 
つか 11 224 10.716 0.000 
よび 6 90 9.434 0.000 
おそ 7 124 9.269 0.000 
けつ 14 452 9.108 0.000 
けっ 14 452 9.108 0.000 
あく 11 296 9.059 0.000 
とり 15 558 8.587 0.000 
まき 7 150 8.294 0.000 
おい 9 260 7.838 0.000 
すく 5 96 7.477 0.000 
たた 6 137 7.393 0.000 
のり 8 247 7.084 0.000 
ころ 5 118 6.616 0.000 
ほろ 5 120 6.549 0.000 
むか 5 120 6.549 0.000 
しつ 11 500 6.396 0.000 
しっ 11 500 6.396 0.000 
あや 5 130 6.237 0.000 
みつ 8 302 6.208 0.000 
みっ 8 302 6.208 0.000 
おち 6 191 6.016 0.000 
ひき 21 1613 5.771 0.000 
ちか 6 206 5.727 0.000 
しん 23 1994 5.365 0.000 
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しり 5 175 5.162 0.000 
みち 5 178 5.104 0.000 
しゅ 33 3601 4.957 0.000 
うら 6 258 4.913 0.000 
かた 7 395 4.335 0.000 
おと 6 313 4.265 0.000 
ほん 9 633 4.090 0.000 
てん 14 1243 4.080 0.000 
ふう 5 246 4.068 0.000 
げき 10 774 3.950 0.000 
おく 9 668 3.896 0.000 
はっ 6 377 3.678 0.000 
はつ 6 377 3.678 0.000 
どう 10 842 3.640 0.000 
きり 6 397 3.521 0.000 
ふく 8 622 3.517 0.000 
めい 9 750 3.488 0.000 
もう 6 405 3.461 0.001 
つい 5 340 3.139 0.002 
たく 6 456 3.112 0.002 
よし 7 593 3.026 0.002 
せい 15 1813 2.908 0.004 
おん 5 398 2.718 0.007 
つく 5 404 2.679 0.007 
いち 7 690 2.572 0.010 

6 2687 

くう 12 75 17.963 0.000 
でん 23 345 15.250 0.000 
じっ 11 88 15.049 0.000 
じつ 11 88 15.049 0.000 
つう 9 93 11.815 0.000 
せい 40 1813 9.461 0.000 
ふく 21 622 9.455 0.000 
にゅ 9 138 9.414 0.000 
だん 14 308 9.408 0.000 
はつ 15 377 8.931 0.000 
はっ 15 377 8.931 0.000 
ぜん 17 477 8.830 0.000 
どう 23 842 8.490 0.000 
おん 14 398 7.941 0.000 
げん 20 759 7.702 0.000 
てい 23 1014 7.335 0.000 
ちょ 37 2231 7.017 0.000 
くみ 7 149 6.792 0.000 
ひだ 6 123 6.439 0.000 
しん 32 1994 6.310 0.000 
こう 64 5411 6.240 0.000 
ぶっ 5 97 6.084 0.000 
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ぶつ 5 97 6.084 0.000 
ちゃ 10 331 6.028 0.000 
せつ 23 1330 5.761 0.000 
せっ 23 1330 5.761 0.000 
ひし 6 162 5.383 0.000 
けつ 11 452 5.367 0.000 
けっ 11 452 5.367 0.000 
びょ 6 165 5.317 0.000 
びよ 6 165 5.317 0.000 
かた 10 395 5.278 0.000 
すい 30 2167 5.199 0.000 
ぶん 16 856 5.169 0.000 
つか 7 224 5.167 0.000 
たい 32 2495 4.895 0.000 
たん 25 1779 4.827 0.000 
ぞう 9 379 4.760 0.000 
ない 8 327 4.595 0.000 
しゅ 40 3601 4.499 0.000 
しゆ 40 3601 4.499 0.000 
たて 6 215 4.404 0.000 
ねん 9 419 4.382 0.000 
しつ 10 500 4.342 0.000 
しっ 10 500 4.342 0.000 
はい 17 1217 3.951 0.000 
とり 10 558 3.928 0.000 
てん 17 1243 3.854 0.000 
ざつ 5 196 3.754 0.000 
ざっ 5 196 3.754 0.000 
がい 14 964 3.746 0.000 
そく 6 266 3.726 0.000 
りゅ 11 681 3.719 0.000 
かい 30 2820 3.642 0.000 
ちか 5 206 3.610 0.000 
いっ 6 298 3.383 0.001 
しや 21 1851 3.357 0.001 
しゃ 21 1851 3.357 0.001 
へん 14 1063 3.342 0.001 
じょ 31 3196 3.164 0.002 
まる 5 242 3.158 0.002 
こま 5 243 3.147 0.002 
せき 13 1061 2.937 0.003 
だい 15 1296 2.918 0.004 
ちゆ 15 1327 2.820 0.005 
ちゅ 15 1327 2.820 0.005 
りょ 18 1714 2.760 0.006 
てき 8 588 2.626 0.009 
みっ 5 302 2.570 0.010 
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みつ 5 302 2.570 0.010 
きり 6 397 2.561 0.010 

7 

4452 ほく 17 201 11.152 0.000 
おお 64 1982 10.751 0.000 
てん 43 1243 9.356 0.000 
なん 32 792 9.172 0.000 
さん 52 1745 8.998 0.000 
にほ 11 133 8.846 0.000 
どう 31 842 8.371 0.000 
みつ 16 302 7.941 0.000 
ぜん 21 477 7.941 0.000 
なが 24 604 7.836 0.000 
かわ 25 660 7.694 0.000 
しん 51 1994 7.650 0.000 
にい 10 152 7.281 0.000 
しら 14 278 7.163 0.000 
だい 36 1296 6.990 0.000 
とよ 15 324 6.970 0.000 
ひが 35 1285 6.758 0.000 
つう 7 93 6.648 0.000 
ぶん 26 856 6.472 0.000 
ひろ 14 325 6.375 0.000 
きた 31 1138 6.360 0.000 
いせ 9 155 6.349 0.000 
まつ 23 744 6.187 0.000 
まっ 23 744 6.187 0.000 
がっ 5 57 6.185 0.000 
がつ 5 57 6.185 0.000 
べつ 7 108 6.031 0.000 
べっ 7 108 6.031 0.000 
ふじ 14 355 5.947 0.000 
やま 22 727 5.932 0.000 
ほん 20 633 5.885 0.000 
こま 11 243 5.869 0.000 
じつ 6 88 5.774 0.000 
じっ 6 88 5.774 0.000 
せい 40 1813 5.729 0.000 
みょ 8 147 5.722 0.000 
いず 10 215 5.710 0.000 
いつ 12 298 5.599 0.000 
いっ 12 298 5.599 0.000 
かす 7 123 5.522 0.000 
うじ 7 125 5.460 0.000 
めい 21 750 5.378 0.000 
うん 9 198 5.325 0.000 
もん 10 237 5.302 0.000 
ひら 12 323 5.244 0.000 
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いな 12 324 5.231 0.000 
にゅ 7 138 5.091 0.000 
りく 7 140 5.038 0.000 
みん 5 81 4.933 0.000 
ほっ 8 184 4.853 0.000 
ほつ 8 184 4.853 0.000 
そん 6 116 4.780 0.000 
りつ 6 116 4.780 0.000 
りっ 6 116 4.780 0.000 
ふく 17 622 4.723 0.000 
こく 14 472 4.642 0.000 
いち 18 690 4.634 0.000 
かこ 8 200 4.547 0.000 
がく 13 440 4.457 0.000 
あみ 5 95 4.418 0.000 
ぶっ 5 97 4.352 0.000 
ぶつ 5 97 4.352 0.000 
あお 10 306 4.288 0.000 
くに 8 215 4.287 0.000 
たか 31 1598 4.265 0.000 
うみ 6 140 4.156 0.000 
かみ 19 840 4.064 0.000 
はか 6 146 4.022 0.000 
ちゅ 26 1327 3.959 0.000 
てら 6 153 3.875 0.000 
でん 10 345 3.837 0.000 
あし 8 255 3.696 0.000 
いま 9 306 3.692 0.000 
いわ 16 727 3.609 0.000 
しも 16 729 3.596 0.000 
くら 8 266 3.555 0.000 
はま 8 269 3.517 0.000 
たま 10 377 3.513 0.000 
しゅ 53 3601 3.474 0.001 
げん 16 759 3.420 0.001 
ちゃ 9 331 3.418 0.001 
ふた 6 182 3.347 0.001 
のう 13 585 3.291 0.001 
あま 7 237 3.268 0.001 
まち 5 141 3.255 0.001 
ちよ 35 2231 3.210 0.001 
ちょ 35 2231 3.210 0.001 
まる 7 242 3.204 0.001 
かな 9 355 3.178 0.001 
つち 5 145 3.178 0.001 
いい 10 420 3.127 0.002 
しば 5 148 3.122 0.002 
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かま 6 197 3.115 0.002 
うら 7 258 3.007 0.003 
たけ 8 319 2.962 0.003 
かさ 6 208 2.958 0.003 
みな 18 993 2.941 0.003 
あさ 13 642 2.925 0.003 
わか 7 268 2.892 0.004 
あん 12 581 2.885 0.004 
ない 8 327 2.883 0.004 
さが 7 269 2.881 0.004 
つる 10 453 2.862 0.004 
くま 5 167 2.798 0.005 
ぎょ 15 807 2.788 0.005 
あか 10 465 2.772 0.006 
こと 5 169 2.767 0.006 
しろ 7 283 2.729 0.006 
いと 10 477 2.684 0.007 
にち 5 176 2.660 0.008 
ひか 5 176 2.660 0.008 
かね 5 178 2.631 0.009 
まさ 5 178 2.631 0.009 
いえ 6 236 2.602 0.009 

8 2243 

はげ 7 33 17.519 0.000 
たの 10 74 16.501 0.000 
ぜっ 6 32 15.204 0.000 
ぜつ 6 32 15.204 0.000 
かえ 11 108 14.851 0.000 
いつ 17 298 13.303 0.000 
いっ 17 298 13.303 0.000 
こわ 7 75 11.291 0.000 
そつ 5 40 11.189 0.000 
そっ 5 40 11.189 0.000 
はず 5 44 10.627 0.000 
じっ 7 88 10.330 0.000 
じつ 7 88 10.330 0.000 
おと 13 313 9.599 0.000 
ねつ 6 77 9.453 0.000 
ねっ 6 77 9.453 0.000 
ひと 12 279 9.425 0.000 
なに 5 61 8.878 0.000 
おど 6 87 8.820 0.000 
おち 9 191 8.632 0.000 
まち 7 141 7.857 0.000 
なげ 5 76 7.837 0.000 
つか 9 224 7.821 0.000 
どう 19 842 7.656 0.000 
つっ 6 114 7.533 0.000 
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つつ 6 114 7.533 0.000 
おさ 6 124 7.162 0.000 
いろ 5 94 6.920 0.000 
もう 11 405 6.667 0.000 
もち 10 352 6.559 0.000 
あい 17 891 6.345 0.000 
かた 10 395 6.045 0.000 
びょ 6 165 5.992 0.000 
ふり 7 228 5.787 0.000 
はな 11 493 5.773 0.000 
だん 8 308 5.507 0.000 
にゅ 5 138 5.457 0.000 
ぜん 10 477 5.246 0.000 
もの 5 150 5.168 0.000 
とど 5 153 5.100 0.000 
しっ 10 500 5.054 0.000 
しつ 10 500 5.054 0.000 
かな 8 355 4.960 0.000 
こと 5 169 4.769 0.000 
みっ 7 302 4.739 0.000 
みつ 7 302 4.739 0.000 
とび 5 173 4.693 0.000 
おか 7 316 4.579 0.000 
おん 8 398 4.538 0.000 
いじ 5 183 4.513 0.000 
うら 6 258 4.398 0.000 
おも 17 1337 4.351 0.000 
まい 7 344 4.286 0.000 
わか 6 268 4.274 0.000 
ほん 10 633 4.132 0.000 
いか 7 383 3.927 0.000 
かか 5 223 3.906 0.000 
なが 9 604 3.712 0.000 
てつ 6 325 3.666 0.000 
てっ 6 325 3.666 0.000 
うた 5 248 3.596 0.000 
うち 7 447 3.429 0.001 
やす 5 266 3.397 0.001 
せい 18 1813 3.322 0.001 
どん 6 368 3.293 0.001 
おき 6 370 3.277 0.001 
いち 9 690 3.251 0.001 
しん 19 1994 3.222 0.001 
おし 7 493 3.124 0.002 
つく 6 404 3.021 0.003 
こい 5 307 3.003 0.003 
うつ 6 413 2.958 0.003 
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うっ 6 413 2.958 0.003 
やつ 6 432 2.830 0.005 
やっ 6 432 2.830 0.005 
から 7 549 2.798 0.005 
あか 6 465 2.623 0.009 

9 2066 

ぜい 11 59 21.430 0.000 
こく 30 472 19.737 0.000 
つう 11 93 16.839 0.000 
じっ 9 88 14.081 0.000 
じつ 9 88 14.081 0.000 
みん 8 81 13.026 0.000 
げん 22 759 10.438 0.000 
にゅ 8 138 9.663 0.000 
りつ 7 116 9.251 0.000 
りっ 7 116 9.251 0.000 
ぞう 13 379 8.958 0.000 
こう 65 5411 8.777 0.000 
しゅ 49 3601 8.618 0.000 
めん 8 169 8.576 0.000 
かい 41 2820 8.380 0.000 
そん 6 116 7.829 0.000 
しん 31 1994 7.731 0.000 
けん 35 2485 7.516 0.000 
せい 28 1813 7.303 0.000 
てい 18 1014 6.584 0.000 
うけ 7 214 6.374 0.000 
ぜん 11 477 6.290 0.000 
にん 9 355 6.087 0.000 
どう 15 842 6.027 0.000 
はっ 9 377 5.833 0.000 
はつ 9 377 5.833 0.000 
うん 6 198 5.612 0.000 
とり 11 558 5.592 0.000 
ねん 9 419 5.399 0.000 
ちょ 26 2231 5.357 0.000 
じょ 33 3196 5.265 0.000 
とく 8 361 5.209 0.000 
のう 10 585 4.755 0.000 
きょ 39 4376 4.730 0.000 
そく 6 266 4.570 0.000 
ほん 10 633 4.447 0.000 
たい 25 2495 4.414 0.000 
けつ 8 452 4.376 0.000 
けっ 8 452 4.376 0.000 
きん 17 1468 4.299 0.000 
れん 8 485 4.127 0.000 
じゆ 34 4106 3.958 0.000 
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じゅ 34 4106 3.958 0.000 
てっ 6 325 3.921 0.000 
てつ 6 325 3.921 0.000 
かく 20 2009 3.914 0.000 
がい 12 964 3.895 0.000 
はい 14 1217 3.872 0.000 
ざい 17 1640 3.790 0.000 
しょ 59 8706 3.623 0.000 
ちゅ 14 1327 3.511 0.000 
かし 7 499 3.342 0.001 
べん 7 501 3.329 0.001 
ほう 24 2910 3.300 0.001 
だん 5 308 3.218 0.001 
だい 13 1296 3.183 0.001 
ない 5 327 3.054 0.002 
かん 38 5516 3.002 0.003 
ぎょ 9 807 2.999 0.003 
りゆ 8 681 2.993 0.003 
りゅ 8 681 2.993 0.003 
はん 16 1836 2.926 0.003 
じん 11 1116 2.864 0.004 
につ 5 364 2.768 0.006 
にっ 5 364 2.768 0.006 
ばい 7 644 2.569 0.010 

Table 1. All bigrams from each cluster with a p-value below 0.01 

 


